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•Conceptually: Prob(detector response | particles ) 

•Implementation: Monte Carlo integration over micro-physics 

•Consequence: evaluation of the likelihood is intractable 

•
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•Conceptually: Prob(detector response | particles ) 

•Implementation: Monte Carlo integration over micro-physics 

•Consequence: evaluation of the likelihood is intractable 

•This motivates a new class of algorithms for what is called 
likelihood-free inference, which only require ability to 
generate samples from the simulation in the “forward mode” 

•
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Many stochastic simulation approaches for generating observa-
tions from a posterior distribution depend on knowing a likelihood
function. However, for many complex probability models, such
likelihoods are either impossible or computationally prohibitive to
obtain. Here we present a Markov chain Monte Carlo method for
generating observations from a posterior distribution without the
use of likelihoods. It can also be used in frequentist applications, in
particular for maximum-likelihood estimation. The approach is
illustrated by an example of ancestral inference in population
genetics. A number of open problems are highlighted in the
discussion.

One of the basic problems in Bayesian statistics is the
computation of posterior distributions. We imagine data D

generated from a model M determined by parameters !, the
prior density of which is denoted by "(!). We assume unless
otherwise stated that the data are discrete. The posterior
distribution of interest is f(!!D), which is given by

f!!!D" # !!D!!""!!""!!D", [1]

where !(D) # $ !(D!!)"(!)d! is the normalizing constant.
In most scientific contexts, explicit formulae for such posterior

densities are few and far between, and we usually resort to
stochastic simulation to generate observations from f. Perhaps
the simplest approach for this is the rejection method:

A1. Generate ! from "(!).
A2. Accept ! with probability h # !(D!!); return to A1.

Accepted observations have distribution f(!!D) (cf. ref. 1). The
computations can often be accelerated if an upper bound c for
!(D!!) is known; h then is replaced by h"c. If !̂ denotes the
maximum-likelihood estimator of !, we could take c # !(D!!̂).

There are many variations on this theme. Of particular
relevance here is the case in which the likelihood !(D!!) cannot
be computed explicitly. One obvious approach then is:

B1. Generate ! from "(!).
B2. Simulate D% from the model M with parameter !.
B3. Accept ! if D% # D; return to B1.

The success of this approach depends on the fact that the
underlying stochastic model M is easy to simulate. This approach
can be useful when computation of the likelihood is possible but
time-consuming.

The practicality of algorithms such as these depends crucially
on the size of !(D), because the probability of accepting an
observation is proportional to !(D). In cases where the accep-
tance rate is too small, one might resort to approximate methods
such as:

C1. Generate ! from "(!).
C2. Simulate D% from the model M with parameter !.
C3. Calculate the distance $(D, D%) between D% and D.
C4. Accept ! if $ % &; return to C1.

This approach requires selection of a suitable metric $ as well as
a choice of &. As &3 & it generates observations from the prior.
If & # 0, an observation D% is accepted only if D% # D, and then
accepted observations come from the density f(!!D). The choice

of & therefore reflects a tension between computability and
accuracy. The method is still honest in that, for a given $ and &,
we are generating independent and identically distributed ob-
servations from f(!!$(D, D%) % &).

When D is high-dimensional or continuous, this approach can
be impractical as well, and then the comparison of D% with D can
be made by using lower-dimensional summaries of the data. The
motivation for this approach is that if the set of statistics S # (S1,
. . . , Sp) is sufficient for !, in that !(D!S, !) is independent of
!, then f(!!D) # f(!!S). The normalizing constant !(S) is
typically larger than !(D), resulting in more acceptances. In
practice it will be hard, if not impossible, to identity a suitable
set of sufficient statistics, and we then might resort to a more
heuristic approach. Thus we seek to use knowledge of the
particular problem at hand to suggest summary statistics that
capture information about !. With these statistics in hand, we
have the following approximate Bayesian computation scheme
for data D summarized by S:

D1. Generate ! from "(!).
D2. Simulate D% from stochastic model M with parameter !, and

compute the corresponding statistics S%.
D3. Calculate the distance $(S, S%) between S and S%.
D4. Accept ! if $ % &, and return to D1.

There are several advantages to these rejection methods,
among them the fact that they are usually easy to code, they
generate independent observations (and thus can use embar-
rassingly parallel computation), and they readily provide
estimates of Bayes factors that can be used for model com-
parison. On the other hand, sampling from the prior in
complex probability models is unlikely to be sensible when the
posterior is a long way from the prior. Later we discuss Markov
chain Monte Carlo (MCMC) algorithms and provide an
alternative MCMC approach that does not require the eval-
uation of likelihoods.

Examples from Evolutionary Biology
Examples of these algorithms have appeared in the evolutionary
genetics literature. For example, inference problems in molec-
ular population genetics can be described as follows. We sample
the molecular variation present at several loci in a population,
obtaining a discrete variation data set D (DNA sequence data,
for example). Inference and estimation for population parame-
ters of interest such as mutation rates, recombination rates,
migration rates, and demographic parameters are then based on
a stochastic model M for D.

The coalescent (2) provides a commonly used modeling
framework in this setting. The coalescent is a stochastic model
for the ancestral relationships between the sampled sequences.
In the absence of recombination, these ancestral relationships
form a binary branching tree. Because the tree is not observed,
inference for parameters of interest can be thought of as a

Abbreviations: MCMC, Markov chain Monte Carlo; MRCA, most recent common ancestor.
‡ To whom correspondence should be addressed at: Program in Molecular and Computa-
tional Biology, Department of Biological Sciences, SHS 172, University of Southern Cali-
fornia, 835 West 37th Street, Los Angeles, CA 90089-1340. E-mail: stavare@usc.edu.
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likelihoods are either impossible or computationally prohibitive to
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generating observations from a posterior distribution without the
use of likelihoods. It can also be used in frequentist applications, in
particular for maximum-likelihood estimation. The approach is
illustrated by an example of ancestral inference in population
genetics. A number of open problems are highlighted in the
discussion.

One of the basic problems in Bayesian statistics is the
computation of posterior distributions. We imagine data D

generated from a model M determined by parameters !, the
prior density of which is denoted by "(!). We assume unless
otherwise stated that the data are discrete. The posterior
distribution of interest is f(!!D), which is given by

f!!!D" # !!D!!""!!""!!D", [1]

where !(D) # $ !(D!!)"(!)d! is the normalizing constant.
In most scientific contexts, explicit formulae for such posterior

densities are few and far between, and we usually resort to
stochastic simulation to generate observations from f. Perhaps
the simplest approach for this is the rejection method:

A1. Generate ! from "(!).
A2. Accept ! with probability h # !(D!!); return to A1.

of & therefore reflects a tension between computability and
accuracy. The method is still honest in that, for a given $ and &,
we are generating independent and identically distributed ob-
servations from f(!!$(D, D%) % &).

When D is high-dimensional or continuous, this approach can
be impractical as well, and then the comparison of D% with D can
be made by using lower-dimensional summaries of the data. The
motivation for this approach is that if the set of statistics S # (S1,
. . . , Sp) is sufficient for !, in that !(D!S, !) is independent of
!, then f(!!D) # f(!!S). The normalizing constant !(S) is
typically larger than !(D), resulting in more acceptances. In
practice it will be hard, if not impossible, to identity a suitable
set of sufficient statistics, and we then might resort to a more
heuristic approach. Thus we seek to use knowledge of the
particular problem at hand to suggest summary statistics that
capture information about !. With these statistics in hand, we
have the following approximate Bayesian computation scheme
for data D summarized by S:

D1. Generate ! from "(!).
D2. Simulate D% from stochastic model M with parameter !, and

compute the corresponding statistics S%.
D3. Calculate the distance $(S, S%) between S and S%.
D4. Accept ! if $ % &, and return to D1.

There are several advantages to these rejection methods,
among them the fact that they are usually easy to code, they
generate independent observations (and thus can use embar-
rassingly parallel computation), and they readily provide
estimates of Bayes factors that can be used for model com-

Markov chain Monte Carlo without likelihoods
Paul Marjoram*, John Molitor*, Vincent Plagnol†, and Simon Tavaré†‡
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be impractical as well, and then the comparison of D% with D can
be made by using lower-dimensional summaries of the data. The
motivation for this approach is that if the set of statistics S # (S1,
. . . , Sp) is sufficient for !, in that !(D!S, !) is independent of
!, then f(!!D) # f(!!S). The normalizing constant !(S) is
typically larger than !(D), resulting in more acceptances. In
practice it will be hard, if not impossible, to identity a suitable
set of sufficient statistics, and we then might resort to a more
heuristic approach. Thus we seek to use knowledge of the
particular problem at hand to suggest summary statistics that
capture information about !. With these statistics in hand, we
have the following approximate Bayesian computation scheme
for data D summarized by S:

D1. Generate ! from "(!).
D2. Simulate D% from stochastic model M with parameter !, and

compute the corresponding statistics S%.
D3. Calculate the distance $(S, S%) between S and S%.
D4. Accept ! if $ % &, and return to D1.

There are several advantages to these rejection methods,
among them the fact that they are usually easy to code, they
generate independent observations (and thus can use embar-
rassingly parallel computation), and they readily provide
estimates of Bayes factors that can be used for model com-

Markov chain Monte Carlo without likelihoods
Paul Marjoram*, John Molitor*, Vincent Plagnol†, and Simon Tavaré†‡
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Many stochastic simulation approaches for generating observa-
tions from a posterior distribution depend on knowing a likelihood
function. However, for many complex probability models, such
likelihoods are either impossible or computationally prohibitive to
obtain. Here we present a Markov chain Monte Carlo method for
generating observations from a posterior distribution without the
use of likelihoods. It can also be used in frequentist applications, in
particular for maximum-likelihood estimation. The approach is
illustrated by an example of ancestral inference in population
genetics. A number of open problems are highlighted in the
discussion.

One of the basic problems in Bayesian statistics is the
computation of posterior distributions. We imagine data D

generated from a model M determined by parameters !, the
prior density of which is denoted by "(!). We assume unless
otherwise stated that the data are discrete. The posterior
distribution of interest is f(!!D), which is given by

f!!!D" # !!D!!""!!""!!D", [1]

where !(D) # $ !(D!!)"(!)d! is the normalizing constant.
In most scientific contexts, explicit formulae for such posterior

densities are few and far between, and we usually resort to
stochastic simulation to generate observations from f. Perhaps
the simplest approach for this is the rejection method:

A1. Generate ! from "(!).
A2. Accept ! with probability h # !(D!!); return to A1.

Accepted observations have distribution f(!!D) (cf. ref. 1). The
computations can often be accelerated if an upper bound c for
!(D!!) is known; h then is replaced by h"c. If !̂ denotes the
maximum-likelihood estimator of !, we could take c # !(D!!̂).

There are many variations on this theme. Of particular
relevance here is the case in which the likelihood !(D!!) cannot
be computed explicitly. One obvious approach then is:

B1. Generate ! from "(!).
B2. Simulate D% from the model M with parameter !.
B3. Accept ! if D% # D; return to B1.

The success of this approach depends on the fact that the
underlying stochastic model M is easy to simulate. This approach
can be useful when computation of the likelihood is possible but
time-consuming.

The practicality of algorithms such as these depends crucially
on the size of !(D), because the probability of accepting an
observation is proportional to !(D). In cases where the accep-
tance rate is too small, one might resort to approximate methods
such as:

C1. Generate ! from "(!).
C2. Simulate D% from the model M with parameter !.
C3. Calculate the distance $(D, D%) between D% and D.
C4. Accept ! if $ % &; return to C1.

This approach requires selection of a suitable metric $ as well as
a choice of &. As &3 & it generates observations from the prior.
If & # 0, an observation D% is accepted only if D% # D, and then
accepted observations come from the density f(!!D). The choice

of & therefore reflects a tension between computability and
accuracy. The method is still honest in that, for a given $ and &,
we are generating independent and identically distributed ob-
servations from f(!!$(D, D%) % &).

When D is high-dimensional or continuous, this approach can
be impractical as well, and then the comparison of D% with D can
be made by using lower-dimensional summaries of the data. The
motivation for this approach is that if the set of statistics S # (S1,
. . . , Sp) is sufficient for !, in that !(D!S, !) is independent of
!, then f(!!D) # f(!!S). The normalizing constant !(S) is
typically larger than !(D), resulting in more acceptances. In
practice it will be hard, if not impossible, to identity a suitable
set of sufficient statistics, and we then might resort to a more
heuristic approach. Thus we seek to use knowledge of the
particular problem at hand to suggest summary statistics that
capture information about !. With these statistics in hand, we
have the following approximate Bayesian computation scheme
for data D summarized by S:

D1. Generate ! from "(!).
D2. Simulate D% from stochastic model M with parameter !, and

compute the corresponding statistics S%.
D3. Calculate the distance $(S, S%) between S and S%.
D4. Accept ! if $ % &, and return to D1.

There are several advantages to these rejection methods,
among them the fact that they are usually easy to code, they
generate independent observations (and thus can use embar-
rassingly parallel computation), and they readily provide
estimates of Bayes factors that can be used for model com-
parison. On the other hand, sampling from the prior in
complex probability models is unlikely to be sensible when the
posterior is a long way from the prior. Later we discuss Markov
chain Monte Carlo (MCMC) algorithms and provide an
alternative MCMC approach that does not require the eval-
uation of likelihoods.

Examples from Evolutionary Biology
Examples of these algorithms have appeared in the evolutionary
genetics literature. For example, inference problems in molec-
ular population genetics can be described as follows. We sample
the molecular variation present at several loci in a population,
obtaining a discrete variation data set D (DNA sequence data,
for example). Inference and estimation for population parame-
ters of interest such as mutation rates, recombination rates,
migration rates, and demographic parameters are then based on
a stochastic model M for D.

The coalescent (2) provides a commonly used modeling
framework in this setting. The coalescent is a stochastic model
for the ancestral relationships between the sampled sequences.
In the absence of recombination, these ancestral relationships
form a binary branching tree. Because the tree is not observed,
inference for parameters of interest can be thought of as a
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1 0 ⁸  S E N S O R S   →  1  R E A L - VA L U E D  Q U A N T I T Y

•Most measurements and searches for new particles at the LHC are based on the 
distribution of a single summary statistic 

• choosing a good summary statistic (feature engineering) is a task for a skilled 
physicist and tailored to the goal of measurement or new particle search 

• likelihood p(x|θ) approximated using histograms (univariate density estimation)

!17
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This doesn’t scale if x is high dimensional!



H I G H  D I M E N S I O N A L  E X A M P L E

•When looking for deviations from the standard model Higgs, 
we would like to look at all sorts of kinematic correlations 

• thus each observation x is high-dimensional
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FIG. 2: Distribution of the cos θ∗ (left), Φ1 (second from the left), cos θ1 and cos θ2 (second from the right), and Φ (right)
generated for mX = 250 GeV with the program discussed in the text (unweighted events shown as points with error bars) and
projections of the ideal angular distributions given in the text (smooth lines). The four sets of plots from top to bottom show
the models discussed in Table I for spin-zero 0+ and 0− (top), spin-one 1+ and 1− (second row from top), spin-two 2+m, 2+

L
,

and 2− (third row from top), and the bottom row shows distributions in background generated with Madgraph (points with
error bars) and empirical shape (smooth lines). The J+ distributions are shown with solid red points and J− distributions are
shown with open blue points, while the 2+m and 2+

L
are shown with red circles and green squares, respectively.

production angles in Fig. 3, where we plot the distributions of θ∗ and Φ1 production angles for the spin-zero particle
X . If these distributions are measured with the “ideal” (4π) detector, the results are flat. Hence, the non-trivial
shapes of these distributions shown in Fig. 3 are entirely due to an acceptance effect.
It is evident from Fig. 3 that the acceptance effects are very important in the analysis of data. They have to be

taken into account explicitly, otherwise the results of the analysis will be biased. This can be easily done in our MC
simulation program on an event-by-event basis using the acceptance function in Eq. (39), where we reject events if
at least one lepton exceeds the maximal pseudorapidity. It is also possible, but much harder, to incorporate this
acceptance function into the likelihood function that is discussed in the next section. However, as we explain now,

2

FIG. 1: Illustration of an exotic X particle production and decay in pp collision gg or qq̄ → X → ZZ → 4l±. Six angles fully
characterize orientation of the decay chain: θ∗ and Φ∗ of the first Z boson in the X rest frame, two azimuthal angles Φ and Φ1

between the three planes defined in the X rest frame, and two Z-boson helicity angles θ1 and θ2 defined in the corresponding
Z rest frames. The offset of angle Φ∗ is arbitrarily defined and therefore this angle is not shown.

discussed in Refs. [21–23] KK graviton decays into pairs of gauge bosons are enhanced relative to direct decays into
leptons. Similar situations may occur in “hidden-valley”-type models [24]. An example of a ”heavy photon” is given
in Ref. [25].
Motivated by this, we consider the production of a resonance X at the LHC in gluon-gluon and quark-antiquark

partonic collisions, with the subsequent decay of X into two Z bosons which, in turn, decay leptonically. In Fig. 1,
we show the decay chain X → ZZ → e+e−µ+µ−. However, our analysis is equally applicable to any combination of
decays Z → e+e− or µ+µ−. It may also be applicable to Z decays into τ leptons since τ ’s from Z decays will often be
highly boosted and their decay products collimated. We study how the spin and parity of X , as well as information
on its production and decay mechanisms, can be extracted from angular distributions of four leptons in the final state.
There are a few things that need to be noted. First, we obviously assume that the resonance production and

its decays into four leptons are observed. Note that, because of a relatively small branching fraction for leptonic Z
decays, this assumption implies a fairly large production cross-section for pp → X and a fairly large branching fraction
for the decay X → ZZ. As we already mentioned, there are well-motivated scenarios of BSM physics where those
requirements are satisfied.
Second, having no bias towards any particular model of BSM physics, we consider the most general couplings of the

particle X to relevant SM fields. This approach has to be contrasted with typical studies of e.g. spin-two particles
at hadron colliders where such an exotic particle is often identified with a massive graviton that couples to SM fields
through the energy-momentum tensor. We will refer to this case as the “minimal coupling” of the spin-two particle
to SM fields.
The minimal coupling scenarios are well-motivated within particular models of New Physics, but they are not

sufficiently general. For example, such a minimal coupling may restrict partial waves that contribute to the production
and decay of a spin-two particle. Removing such restriction opens an interesting possibility to understand the couplings
of a particle X to SM fields by means of partial wave analyses, and we would like to set a stage for doing that in this
paper. To pursue this idea in detail, the most general parameterization of the X coupling to SM fields is required.
Such parameterizations are known for spin-zero, spin-one, and spin-two particles interacting with the SM gauge
bosons [7, 8] and we use these parameterizations in this paper. We also note that the model recently discussed in
Refs. [21–23] requires couplings beyond the minimal case in order to produce longitudinal polarization dominance.
Third, we note that while we concentrate on the decay X → ZZ → l+1 l

−
1 l

+
2 l

−
2 , the technique discussed in this

paper is more general and can, in principle, be applied to final states with jets and/or missing energy by studying
such processes as X → ZZ → l+l−jj, X → W+W− → l+νjj, etc. In contrast with pure leptonic final states,
higher statistics, larger backgrounds, and a worse angular resolution must be expected once final states with jets and
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Abstract

We trained a large, deep convolutional neural network to classify the 1.2 million
high-resolution images in the ImageNet LSVRC-2010 contest into the 1000 dif-
ferent classes. On the test data, we achieved top-1 and top-5 error rates of 37.5%
and 17.0% which is considerably better than the previous state-of-the-art. The
neural network, which has 60 million parameters and 650,000 neurons, consists
of five convolutional layers, some of which are followed by max-pooling layers,
and three fully-connected layers with a final 1000-way softmax. To make train-
ing faster, we used non-saturating neurons and a very efficient GPU implemen-
tation of the convolution operation. To reduce overfitting in the fully-connected
layers we employed a recently-developed regularization method called “dropout”
that proved to be very effective. We also entered a variant of this model in the
ILSVRC-2012 competition and achieved a winning top-5 test error rate of 15.3%,
compared to 26.2% achieved by the second-best entry.

1 Introduction

Current approaches to object recognition make essential use of machine learning methods. To im-
prove their performance, we can collect larger datasets, learn more powerful models, and use bet-
ter techniques for preventing overfitting. Until recently, datasets of labeled images were relatively
small — on the order of tens of thousands of images (e.g., NORB [16], Caltech-101/256 [8, 9], and
CIFAR-10/100 [12]). Simple recognition tasks can be solved quite well with datasets of this size,
especially if they are augmented with label-preserving transformations. For example, the current-
best error rate on the MNIST digit-recognition task (<0.3%) approaches human performance [4].
But objects in realistic settings exhibit considerable variability, so to learn to recognize them it is
necessary to use much larger training sets. And indeed, the shortcomings of small image datasets
have been widely recognized (e.g., Pinto et al. [21]), but it has only recently become possible to col-
lect labeled datasets with millions of images. The new larger datasets include LabelMe [23], which
consists of hundreds of thousands of fully-segmented images, and ImageNet [6], which consists of
over 15 million labeled high-resolution images in over 22,000 categories.

To learn about thousands of objects from millions of images, we need a model with a large learning
capacity. However, the immense complexity of the object recognition task means that this prob-
lem cannot be specified even by a dataset as large as ImageNet, so our model should also have lots
of prior knowledge to compensate for all the data we don’t have. Convolutional neural networks
(CNNs) constitute one such class of models [16, 11, 13, 18, 15, 22, 26]. Their capacity can be con-
trolled by varying their depth and breadth, and they also make strong and mostly correct assumptions
about the nature of images (namely, stationarity of statistics and locality of pixel dependencies).
Thus, compared to standard feedforward neural networks with similarly-sized layers, CNNs have
much fewer connections and parameters and so they are easier to train, while their theoretically-best
performance is likely to be only slightly worse.

1
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T W O  A P P R O A C H E S  T O  L I K E L I H O O D  F R E E  I N F E R E N C E

• Approximate Bayesian 
Computation (ABC) 

• Probabilistic Programming 

• Adversarial Variational 
Optimization (AVO)

!21

Use simulator  
(much more efficiently)

Learn simulator  
(with deep learning)

• Generative Adversarial Networks (GANs), 
Variational Auto-Encoders (VAE) 

• Likelihood ratio from classifiers (CARL) 

• Autogregressive models,  
Normalizing Flows

[image credit: A.P. Goucher]

https://cp4space.wordpress.com/2016/02/06/deep-learning-with-the-analytical-engine/
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(defquery arrange-bumpers []
    (let [number-of-bumpers (sample (poisson 20))
          bumpydist (uniform-continuous 0 10)
          bumpxdist (uniform-continuous -5 14)
          bumper-positions (repeatedly
                            number-of-bumpers
                            #(vector (sample bumpxdist) 
                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)]

      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))

P R O B A B I L I S T I C  P R O G R A M M I N G  E X A M P L E

!22[slides, Frank Wood]

3 examples generated from simulator 
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                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)]

      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))
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          bumpxdist (uniform-continuous -5 14)
          bumper-positions (repeatedly
                            number-of-bumpers
                            #(vector (sample bumpxdist) 
                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)
          
          obs-dist (normal 4 0.1)]

      (observe obs-dist num-balls-in-box)
      
      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))
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          bumpydist (uniform-continuous 0 10)
          bumpxdist (uniform-continuous -5 14)
          bumper-positions (repeatedly
                            number-of-bumpers
                            #(vector (sample bumpxdist) 
                                     (sample bumpydist)))

          ;; code to simulate the world
          world (create-world bumper-positions)
          end-world (simulate-world world)
          balls (:balls end-world)

          ;; how many balls entered the box?
          num-balls-in-box (balls-in-box end-world)
          
          obs-dist (normal 4 0.1)]

      (observe obs-dist num-balls-in-box)
      
      {:balls balls
       :num-balls-in-box num-balls-in-box
       :bumper-positions bumper-positions}))
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P R O B A B I L I S T I C  P R O G R A M I N G  

• Neural Network 
powered inference 
engine (python)  

• real-world scientific 
simulator (C++)

!24

https://github.com/probprog/pyprob 
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2simulator C++

probprog/pyprob

Pythia / Sherpa / GEANT / …

NN

Our current tools:
- CPProb

- A new C++ PPL coupled with large-scale simulations using, e.g., 
SHERPA and GEANT

- PyTorch inference compilation backend
- Dynamic computation graphs for NN artifacts

Designed to run on Cori at NERSC using Shifter
shifterimg -v pull docker:gbaydin/pytorch-infcomp:latest
shifterimg -v pull docker:gbaydin/sherpa-infcomp-full:latest

NERSC, Lawrence Berkeley National Lab

•Idea: hijack the random number generators and use Neural 
Network to perform a very fancy type of importance sampling

arXiv:1807.07706
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• Approximate Bayesian 
Computation (ABC) 

• Probabilistic Programming 

• Adversarial Variational 
Optimization (AVO)
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Use simulator  
(much more efficiently)

Learn simulator  
(with deep learning)

• Generative Adversarial Networks (GANs), 
Variational Auto-Encoders (VAE) 

• Likelihood ratio from classifiers (CARL) 

• Autogregressive models,  
Normalizing Flows

[image credit: A.P. Goucher]

https://cp4space.wordpress.com/2016/02/06/deep-learning-with-the-analytical-engine/
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!26
Note, same NN can model birds, ants, and volcanos!  Is that good or bad?



L E A R N I N G  T H E  S I M U L AT O R

!27http://torch.ch/blog/2015/11/13/gan.html

Z X

note, same NN can model 
birds, ants, and volcanos! 

(lack of implicit bias)

Paganini, et. al. Phys.Rev.Lett. 120 (2018) no.4, 042003 ; & ATL-SOFT-PUB-2018-001
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!27http://torch.ch/blog/2015/11/13/gan.html

Z X

note, same NN can model 
birds, ants, and volcanos! 

(lack of implicit bias)
Figure 8: Average ⇡

+ Geant shower (top), and average ⇡
+ CaloGAN shower (bottom), with

progressive calorimeter depth (left to right).

Figure 9: Five randomly selected e
+ showers per calorimeter layer from the training set (top) and the

five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.

Figure 10: Five randomly selected � showers per calorimeter layer from the training set (top) and the
five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.

Figure 11: Five randomly selected ⇡
+ showers per calorimeter layer from the training set (top) and

the five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.

– 10 –

Paganini, et. al. Phys.Rev.Lett. 120 (2018) no.4, 042003 ; & ATL-SOFT-PUB-2018-001
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• Approximate Bayesian 
Computation (ABC) 

• Probabilistic Programming 

• Adversarial Variational 
Optimization (AVO)
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Use simulator  
(much more efficiently)

Learn simulator  
(with deep learning)

• Generative Adversarial Networks (GANs), 
Variational Auto-Encoders (VAE) 

• Likelihood ratio from classifiers (CARL) 

• Autogregressive models,  
Normalizing Flows

[image credit: A.P. Goucher]

https://cp4space.wordpress.com/2016/02/06/deep-learning-with-the-analytical-engine/
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Machine Learning
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• binary classifier: find function 
s(x) that minimizes loss: 
 
 

• i.e. approximate the optimal 
classifier 

• which is 1-to-1 with the 
likelihood ratio
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p(x|H1)

p(x|H0)

s(x) =
p(x|H1)

p(x|H0) + p(x|H1)

L[s] =

Z
p(x|H0) (0� s(x))2 dx

+

Z
p(x|H1) (1� s(x))2dx

⇡
X

i

(yi � s(xi))
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Figure 4: Example plots for classifier output distributions for signal and background events from the academic
test sample. Shown are likelihood (upper left), PDE range search (upper right), Multilayer perceptron (MLP
– lower left) and boosted decision trees.

• TMVA tutorial: https://twiki.cern.ch/twiki/bin/view/TMVA.

• An up-to-date reference of all configuration options for the TMVA Factory, the fitters, and all
the MVA methods: http://tmva.sourceforge.net/optionRef.html.

• On request, the TMVA methods provide a help message with a brief description of the method,
and hints for improving the performance by tuning the available configuration options. The
message is printed when the option ”H” is added to the configuration string while booking
the method (switch o↵ by setting ”!H”). The very same help messages are also obtained by
clicking the “info” button on the top of the reference tables on the options reference web page:
http://tmva.sourceforge.net/optionRef.html.

• The web address of this Users Guide: http://tmva.sourceforge.net/docu/TMVAUsersGuide.pdf.

• The TMVA talk collection: http://tmva.sourceforge.net/talks.shtml.
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Figure 5: Example for the background rejection versus signal e�ciency (“ROC curve”) obtained by cutting
on the classifier outputs for the events of the test sample.

• TMVA versions in ROOT releases: http://tmva.sourceforge.net/versionRef.html.

• Direct code views via ViewVC: http://tmva.svn.sourceforge.net/viewvc/tmva/trunk/TMVA.

• Class index of TMVA in ROOT: http://root.cern.ch/root/htmldoc/TMVA Index.html.

• Please send questions and/or report problems to the tmva-users mailing list:
http://sourceforge.net/mailarchive/forum.php?forum name=tmva-users (posting messages requires
prior subscription: https://lists.sourceforge.net/lists/listinfo/tmva-users).

3 Using TMVA

A typical TMVA classification or regression analysis consists of two independent phases: the training
phase, where the multivariate methods are trained, tested and evaluated, and an application phase,
where the chosen methods are applied to the concrete classification or regression problem they have
been trained for. An overview of the code flow for these two phases as implemented in the examples
TMVAClassification.C and TMVAClassificationApplication.C (for classification – see Sec. 2.5),
and TMVARegression.C and TMVARegressionApplication.C (for regression) are sketched in Fig. 7.
Multiclass classification does not di↵er much from two class classification from a technical point of
view and di↵erences will only be highlighted where neccessary.

In the training phase, the communication of the user with the data sets and the MVA methods
is performed via a Factory object, created at the beginning of the program. The TMVA Factory
provides member functions to specify the training and test data sets, to register the discriminating

Figure 1: Left: an example of the distributions f0(s|✓) and f1(s|✓) when the classifier s is
a boosted-decision tree (BDT). Right: the corresponding ROC curve (right) for this and
other classifiers. Figures taken from TMVA manual.

These steps lead to a subsequent statistical analysis where one observes in data {xe},
where e is an event index running from 1 to n. For each event, the classifier is evaluated and
one performs inference on a parameter µ related to the presence of the signal contribution.
In particular, one forms the statistical model

p({xe} |µ, ✓) =
nY

e=1

[µf1(s(xe) | ✓) + (1 � µ) f0(s(xe) | ✓) ] , (1)

where µ = 0 is the null (background-only) hypothesis and µ > 0 is the alternate (signal-
plus-background) hypothesis.1 Typically, we are interested in inference on µ and ✓ are
nuisance parameters; though, sometimes ✓ may include some components that we are also
wish to infer (like the mass of a new particle that a↵ects the distribution x for the signal
events).

1.2 Comments on typical usage of machine learning in HEP

Nuisance parameters are an after thought in the typical usage of machine learning in HEP.
In fact, most machine learning discussions would only consider f0(x) and f1(x). However,
as experimentalists we know that we must account for various forms of systematic uncer-
tainty, parametrized by ✓. In practice, we take the classifier as fixed and then propagate
uncertainty through the classifier as in Eq. 1. Building the distribution f(s(x)|✓) for values
of ✓ other than the nominal ✓0 used to train the classifier can be thought of as a calibration

1Sometimes there is an additional Poisson term when expected number of signal and background events
is known.
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p(x|H1)
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Figure 4: Example plots for classifier output distributions for signal and background events from the academic
test sample. Shown are likelihood (upper left), PDE range search (upper right), Multilayer perceptron (MLP
– lower left) and boosted decision trees.

• TMVA tutorial: https://twiki.cern.ch/twiki/bin/view/TMVA.

• An up-to-date reference of all configuration options for the TMVA Factory, the fitters, and all
the MVA methods: http://tmva.sourceforge.net/optionRef.html.

• On request, the TMVA methods provide a help message with a brief description of the method,
and hints for improving the performance by tuning the available configuration options. The
message is printed when the option ”H” is added to the configuration string while booking
the method (switch o↵ by setting ”!H”). The very same help messages are also obtained by
clicking the “info” button on the top of the reference tables on the options reference web page:
http://tmva.sourceforge.net/optionRef.html.

• The web address of this Users Guide: http://tmva.sourceforge.net/docu/TMVAUsersGuide.pdf.

• The TMVA talk collection: http://tmva.sourceforge.net/talks.shtml.
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Figure 5: Example for the background rejection versus signal e�ciency (“ROC curve”) obtained by cutting
on the classifier outputs for the events of the test sample.

• TMVA versions in ROOT releases: http://tmva.sourceforge.net/versionRef.html.

• Direct code views via ViewVC: http://tmva.svn.sourceforge.net/viewvc/tmva/trunk/TMVA.

• Class index of TMVA in ROOT: http://root.cern.ch/root/htmldoc/TMVA Index.html.

• Please send questions and/or report problems to the tmva-users mailing list:
http://sourceforge.net/mailarchive/forum.php?forum name=tmva-users (posting messages requires
prior subscription: https://lists.sourceforge.net/lists/listinfo/tmva-users).

3 Using TMVA

A typical TMVA classification or regression analysis consists of two independent phases: the training
phase, where the multivariate methods are trained, tested and evaluated, and an application phase,
where the chosen methods are applied to the concrete classification or regression problem they have
been trained for. An overview of the code flow for these two phases as implemented in the examples
TMVAClassification.C and TMVAClassificationApplication.C (for classification – see Sec. 2.5),
and TMVARegression.C and TMVARegressionApplication.C (for regression) are sketched in Fig. 7.
Multiclass classification does not di↵er much from two class classification from a technical point of
view and di↵erences will only be highlighted where neccessary.

In the training phase, the communication of the user with the data sets and the MVA methods
is performed via a Factory object, created at the beginning of the program. The TMVA Factory
provides member functions to specify the training and test data sets, to register the discriminating

Figure 1: Left: an example of the distributions f0(s|✓) and f1(s|✓) when the classifier s is
a boosted-decision tree (BDT). Right: the corresponding ROC curve (right) for this and
other classifiers. Figures taken from TMVA manual.

These steps lead to a subsequent statistical analysis where one observes in data {xe},
where e is an event index running from 1 to n. For each event, the classifier is evaluated and
one performs inference on a parameter µ related to the presence of the signal contribution.
In particular, one forms the statistical model

p({xe} |µ, ✓) =
nY

e=1

[µf1(s(xe) | ✓) + (1 � µ) f0(s(xe) | ✓) ] , (1)

where µ = 0 is the null (background-only) hypothesis and µ > 0 is the alternate (signal-
plus-background) hypothesis.1 Typically, we are interested in inference on µ and ✓ are
nuisance parameters; though, sometimes ✓ may include some components that we are also
wish to infer (like the mass of a new particle that a↵ects the distribution x for the signal
events).

1.2 Comments on typical usage of machine learning in HEP

Nuisance parameters are an after thought in the typical usage of machine learning in HEP.
In fact, most machine learning discussions would only consider f0(x) and f1(x). However,
as experimentalists we know that we must account for various forms of systematic uncer-
tainty, parametrized by ✓. In practice, we take the classifier as fixed and then propagate
uncertainty through the classifier as in Eq. 1. Building the distribution f(s(x)|✓) for values
of ✓ other than the nominal ✓0 used to train the classifier can be thought of as a calibration

1Sometimes there is an additional Poisson term when expected number of signal and background events
is known.
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Recently, we realized we can extract more from the simulator. 
We can use augmented data to improve training 

(connections to reinforcement learning)

https://physics.aps.org/articles/v11/90
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True likelihoodWeak boson fusion, h → 4�
� Production vs decay

� hZZ decay vertex:
many angular structures

� Very clean

� Same operators as before:

OB = i
g
2
(Dµ�†

)(Dν�)Bµν OW = i
g
2
(Dµ�)†σ k

(Dν�)W k
µν

OBB = −
g′2
4
(�†�)Bµν Bµν

OWW = −
g2

4
(�†�)W k

µν W µν k

O� ,2 =
1
2
∂µ(�†�) ∂µ(�†�) OWW̃ = −

g2

4
(�†�)W k

µν W̃ µν k

� Setup as before, except:
� No backgrounds, no smearing
� L ⋅ ε = 100 fb−1
� Cuts: pT , j > 20 GeV, �η j � < 5.0, pT ,� > 10 GeV, �η� � < 2.5

W , Z

W , Z
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Z
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�+
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(based on a 42-Dim observation x)
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J Brehmer, J Pavez, G Louppe, K.C. PRL & PRD 2018 [arXiv:1805.00013 & arXiv:1805.00020] 
“Better Higgs Measurements Through Information Geometry” [arXiv:1612.05261] & CARL  [arxiv:1506.02169] 

http://arxiv.org/abs/1506.02169


TA K E  A W AY S

•Many areas of science have simulations based on some well-
motivated  mechanistic model. 

•However, the aggregate effect of many interactions between these 
low-level components leads to an intractable inverse problem. 

•The developments in machine learning and AI have the potential to 
effectively bridge the microscopic - macroscopic divide & aid in the 
inverse problem. 

• they can provide effective statistical models that describe 
emergent macroscopic phenomena that are tied back to the low-
level microscopic (reductionist) model 

• generative models and likelihood-free inference are two 
particularly exciting areas 

!33



Physics-Aware Machine Learning



P H Y S I C S  AT  T H E  I N T E R S E C T I O N  

•We can leverage both the power of deep learning and inject 
our expert physics knowledge

!35

Discriminative or Generative? 

• Advantages generative models:
• Inject expert knowledge 
• Model causal relations
• Interpretable
• Data efficient
• More robust to domain shift
• Facilitate un/semi-supervised learning

-Deep Learning

-Kernel Methods

-Random Forests

-Boosting

-Bayesian Networks

-Probabilistic Programs

-Simulator Models

• Advantages discriminative models:
• Flexible map from input to target (low bias)
• Efficient training algorithms available 
• Solve the problem you are evaluating on.
• Very successful and accurate!
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and Extensions
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Kingma 
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N A R R AT I V E  M O D E L I N G  

•Physics goes into the construction of a 
“Kernel” that defines the model 

• Vocabulary of kernels + grammar for 
composition = powerful modeling

!36

Structure Discovery in Nonparametric Regression through Compositional Kernel Search

cylinders. Some of their discrete graph structures have
continous analogues in our own space; e.g. SE1 ⇥ SE2

and SE1 ⇥ Per2 can be seen as mapping the data to
a plane and a cylinder, respectively.

Grosse et al. (2012) performed a greedy search over a
compositional model class for unsupervised learning,
using a grammar and a search procedure which parallel
our own. This model class contained a large number
of existing unsupervised models as special cases and
was able to discover such structure automatically from
data. Our work is tackling a similar problem, but in a
supervised setting.

5. Structure discovery in time series

To investigate our method’s ability to discover struc-
ture, we ran the kernel search on several time-series.

As discussed in section 2, a gp whose kernel is a sum
of kernels can be viewed as a sum of functions drawn
from component gps. This provides another method
of visualizing the learned structures. In particular, all
kernels in our search space can be equivalently writ-
ten as sums of products of base kernels by applying
distributivity. For example,

SE⇥ (RQ+ Lin) = SE⇥RQ+ SE⇥ Lin.

We visualize the decompositions into sums of compo-
nents using the formulae given in the appendix. The
search was run to depth 10, using the base kernels from
Section 2.

Mauna Loa atmospheric CO2 Using our method,
we analyzed records of carbon dioxide levels recorded
at the Mauna Loa observatory. Since this dataset was
analyzed in detail by Rasmussen & Williams (2006),
we can compare the kernel chosen by our method to a
kernel constructed by human experts.
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Figure 3. Posterior mean and variance for di↵erent depths

of kernel search. The dashed line marks the extent of the

dataset. In the first column, the function is only modeled

as a locally smooth function, and the extrapolation is poor.

Next, a periodic component is added, and the extrapolation

improves. At depth 3, the kernel can capture most of the

relevant structure, and is able to extrapolate reasonably.
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Figure 4. First row: The posterior on the Mauna Loa

dataset, after a search of depth 10. Subsequent rows show

the automatic decomposition of the time series. The de-

compositions shows long-term, yearly periodic, medium-

term anomaly components, and residuals, respectively. In

the third row, the scale has been changed in order to clearly

show the yearly periodic structure.
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P H Y S I C S - A W A R E  M A C H I N E  L E A R N I N G

•We can inject our knowledge of physics into the machine learning models! 
We can extract knowledge learned from the data!
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FIG. 1: Three parameter covariance

FIG. 2: Gaussian Process covariance

in to the paper may be tricky

• essentially, does our Gaussian Process have features
we’d expect from JES/PDF e↵ects

To better construct a kernel, we can also include our un-
derstanding of detector e↵ects and physics e↵ects. We
look at the covariance matrix of the 3 parameter fit func-
tion by fitting the ATLAS dataset and using Markov
Chain Monte Carlo [cite emcee?] to sample the posterior
(Fig 1). One can see a visible structure in the covariance,
suggesting the inflexibility of the fit function causes an-
chor points which the fit pivots around. This hints that
the parametric fits have some sort of inherent structure
that is not grounded in any physical properties of the
distribution.

As a comparison, the covariance matrix created from
posterior samples from the Gaussian Process fit to the
ATLAS dataset show less correlation between points at
higher mass (Fig 2). The correlation seems constrained
to diagonal, with the o↵ diagonal dying o↵ quickly.

We can now look at two e↵ects; jet energy scale (JES)
and parton density function (PDF) e↵ects. JES e↵ects
smear out the spectrum due to uncertainty on the mea-
sured energy of the jet. To model this, we use a Gaus-
sian kernel of various widths and means to smear out our

FIG. 3: JES Covariance Structure

FIG. 4: PDF Covariance Structure

distribution, and create a covariance matrix from these
samples (Fig 3). One can see a high degree of correlation
across all points in the distribution.
PDF e↵ects were implemented in the paper [cite] by

taking the 8 TeV dijet analysis data [cite] and comput-
ing a covariance matrix from applying di↵erent PDF sets
(Fig 4).
For comparison, we also create a covariance from a

Sliding Window Fit (SWiFt). The SWiFt solution to
the problems with fitting at high luminosities is to fit the
parametric form within smaller segments of the distribu-
tion, and piece together a final background estimation
across the whole spectrum. This method should create a
covariance structure which is limited to the diagonal and
zero in the o↵ diagonal, as each fit includes only a small
portion of the distribution. Indeed this is what we see in
Figure 5.

Other related plots

• Covariance and correlations as a function of mjj i.e.
plotting each row of the correlation and covariance
matrix separately.
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+ Jet Energy Scale

+ Parton Density  
Functions

Final Kernel = 

Poisson fluctuations 

+ Mass Resolution=

+ 
…

+ 

QCD-Aware recursive neural networks
• arXiv:1702.00748• arXiv:1709.05681

Physics-aware Gaussian Processes

QCD-Aware graph convolutional neural networks
• NIPS2017 workshop [http://bit.ly/2AkwYRG] 

http://bit.ly/2AkwYRG
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CmMBT`t = 1

t = 2
t = 3

t = 4

PD2i({p1 . . . pn}) = Pt=1 · · · Pt=nt = 5
U2M/V

Figure 2: With any fixed clustering algorithm, the probability distribution over final-state

momenta can be decomposed into a product of distributions. Each factor in the product

corresponds to a di↵erent step in the clustering tree. Subsequent probabilities are conditioned

on the outcomes from previous steps, so this decomposition entails no loss of generality.

We will now formalize this discussion into explicit equations. For the rest of this section

we assume that the clustering tree is determined by a fixed jet algorithm (e.g. any of the

generalized kt algorithms [58, 59]). The particular algorithm chosen is theoretically inconse-

quential to the model, as the same probability distribution over final states will be learned

for any choice. Practically speaking, however, certain algorithms may have advantages over

others. We will discuss the choice of clustering algorithm further in Secs. 5.2 and 5.3.

The application of a clustering algorithm on the jet constituents p1, . . . , pn defines a

sequence of “intermediate states” k(t)
1

, . . . , k(t)
t . Here the superscript t = 1, . . . , n labels the

intermediate state after the (t � 1)th branching in the tree (where counting starts at 1) and

the subscript i = 1, . . . , n enumerates momenta in that state. To be explicit,

• the “initial state” consists of a single momentum: k(1)

1
= p1 + · · · + pn;

• at subsequent steps {k(t)
1

, . . . , k(t)
t } is gotten from {k(t�1)

1
, . . . , k(t�1)

t�1
} by a single momentum-

conserving 1 ! 2 branching;

• after the final branching, the state is the physical jet: {k(n)

1
, . . . , k(n)

n } = {p1, . . . , pn}.

In this notation, the probability of the jet (as shown in Fig. 2) can be written as

Pjet({p1, . . . pn}) =

"
n�1Y

t=1

Pt
�
k(t+1)

1
, . . . , k(t+1)

t+1

��k(t)
1

, . . . , k(t)
t

�
#

(2.2)

⇥ Pn
�
end

��k(n)

1
, . . . , k(n)

n

�
.

Eq. (2.2) allows for a natural, sequential description of the jet. However, it obscures

the factorization of QCD which predicts an approximately self-similar splitting evolution.

Thus we decompose the model further, so that each Pt in Eq. (2.2) is described by a 1 ! 2

branching function that only indirectly receives information about the rest of the jet. The

latter is achieved via an unobserved representation vector h(t) of the global state of the jet at

step t. To be explicit, let k(t)
m ! k(t+1)

d1
k(t+1)

d2
denote the branching of a mother into daughters

that achieves the transition from k(t)
1

, . . . , k(t)
t to k(t+1)

1
, . . . , k(t+1)

t+1
in the clustering tree. Then
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Figure 10: Branching function modelled by a deep undirected energy model over continuous

variables z, ✓, �, � that parameterize the branching. Shown is the marginalized distribution

over z, averaged over all t steps. Comparison is made between actual outcomes in the vali-

dation set of Pythia jets and Junipr’s probabilistic predictions for these jets.

any reasonable importance distribution q. Indeed, we found that a uniform distribution over

the transformed coordinates of Eq. (3.2) is a fine choice for q.

In Fig. 10 we show results for Junipr trained with the continuous branching function as

described above. In this case, we can use arbitrarily high-resolution binning, as Junipr has

learned a fully continuous probability density. Fig. 10 can be roughly compared to Fig. 9,

where we were required to use 10 bins for each dimension of x.

To close this section, we note that in most cases, we expect the discretized branching

function with 10 bins per dimension of x to be su�cient, especially if one performs a linear

interpolation on the output cells. This simple case is certainly faster to train and does not

require the technique described here to avoid biased gradient estimates.

4 Applications and Results

With Junipr trained and validated, we turn to some of the most interesting results it enables.

Given a jet, Junipr can compute the probability density associated with the momenta inside

the jet, conditioned on the criteria used to select the training data. To visualize this, we show

a C/A-clustered Pythia jet in Fig. 11 with the Junipr-computed probability associated

with each branching written near that node in the tree. Note that these are small discretized

probabilities due to the discretized implementation of Junipr’s branching function described

in Sec. 2. This is shown primarily to conceptualize the model, which is constructed to be quite

interpretable as it is broken down to compute the probability of each step in the clustering

history of a jet.

A direct and powerful application of the Junipr framework, enabled by having access to

separate probabilistic models of di↵erent data sources, is in discrimination based on likelihood

– 20 –

… and it is interpretable
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•Our understanding of how to leverage our prior physics 
knowledge while letting machine learning do what it’s good 
at is maturing. 

• build in robustness to systematic uncertainties 

• ability to inject and extract physics knowledge from 
models 

• exploit symmetries, hierarchical structure of data 

•Harnessing the full potential of these techniques will require 
deep integration into our scientific workflow

!39
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x
<latexit sha1_base64="ImpIdiRfEO9YwGXTc8RVjB2itZI="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="gh/weeCnCJrJg53EY40GA+3L/Sc="></latexit>

z
<latexit sha1_base64="f522LujoBhKn9wlOc7FFO313Co4="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="hd/uooQ/cbmembZ0KbEOgsdBgnk="></latexit>

Parameters
✓

<latexit sha1_base64="gOxbY2BemKdyH5YVIx4aYPw2eMs="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="njZaT3vZJU56mU3mgAu948A9vF0="></latexit>

Observables

• Well-understood mechanistic model
• Simulator can generate samples

Prediction (simulation):
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!42

x
<latexit sha1_base64="ImpIdiRfEO9YwGXTc8RVjB2itZI="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="gh/weeCnCJrJg53EY40GA+3L/Sc="></latexit>

z
<latexit sha1_base64="f522LujoBhKn9wlOc7FFO313Co4="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="hd/uooQ/cbmembZ0KbEOgsdBgnk="></latexit>

Parameters
✓

<latexit sha1_base64="gOxbY2BemKdyH5YVIx4aYPw2eMs="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="njZaT3vZJU56mU3mgAu948A9vF0="></latexit>

Observables

• Well-understood mechanistic model
• Simulator can generate samples

Prediction (simulation):



L I K E L I H O O D - F R E E  I N F E R E N C E

!42

x
<latexit sha1_base64="ImpIdiRfEO9YwGXTc8RVjB2itZI="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="gh/weeCnCJrJg53EY40GA+3L/Sc="></latexit>

z
<latexit sha1_base64="f522LujoBhKn9wlOc7FFO313Co4="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="hd/uooQ/cbmembZ0KbEOgsdBgnk="></latexit>

Parameters
✓

<latexit sha1_base64="gOxbY2BemKdyH5YVIx4aYPw2eMs="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="njZaT3vZJU56mU3mgAu948A9vF0="></latexit>

Observables

• Well-understood mechanistic model
• Simulator can generate samples

Prediction (simulation):

• Likelihood function            is intractable
• Goal: estimator             .

p(x|✓)
<latexit sha1_base64="QuWoOBx8PR8bscMW9B/LZSDW8hA="></latexit><latexit sha1_base64="yv+MEbSMN+jEbIKHlnwcZvvdm2s="></latexit><latexit sha1_base64="yv+MEbSMN+jEbIKHlnwcZvvdm2s="></latexit><latexit sha1_base64="cxl7jam4SZnnLymN+mpRSwQGbyk="></latexit>

p̂(x|✓)
<latexit sha1_base64="tWcO6VvvUKp9ga39pftLEoVfZjY="></latexit><latexit sha1_base64="KF0x6oUvr7t9wkWAFFG6mtarkvc="></latexit><latexit sha1_base64="KF0x6oUvr7t9wkWAFFG6mtarkvc="></latexit><latexit sha1_base64="sgpUCWXLSqa5ApEy0sED1ld/mu8="></latexit>

Inference:
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x
<latexit sha1_base64="ImpIdiRfEO9YwGXTc8RVjB2itZI="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="fS2+ycIeBxlBBIIIMX3w+bblHd4="></latexit><latexit sha1_base64="gh/weeCnCJrJg53EY40GA+3L/Sc="></latexit>

z
<latexit sha1_base64="f522LujoBhKn9wlOc7FFO313Co4="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="fjMwXa8gvAwN8tU5xBLqLqzCMFk="></latexit><latexit sha1_base64="hd/uooQ/cbmembZ0KbEOgsdBgnk="></latexit>

Parameters
✓

<latexit sha1_base64="gOxbY2BemKdyH5YVIx4aYPw2eMs="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="BDVqxhN/K6hNbXEaJvFj/k5ikI4="></latexit><latexit sha1_base64="njZaT3vZJU56mU3mgAu948A9vF0="></latexit>

Observables

[Source: Illustris 1405.2921][Source: Planck 1502.01589]
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PHASES, PHASE TRANSITIONS, AND THE ORDER PARAMETER

Temperature

Ferromagnet Paramagnet

E = �J
X

hi,ji

�i�j

Ising ferromagnet in two dimensions
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